Published in Transactions on Machine Learning Research (10/2025)

Reliable and Responsible Foundation Models

Xinyu Yang™, Junlin Han™, Rishi Bommasani*}, Jinqi Luo**, Wenjie Qu*’, Wangchunshu
Zhou*®, Adel Bibi*?, Xiyao Wang*’, Jachong Yoon®, Elias Stengel-Eskin®, Shengbang Tong?,
Lingfeng Shen!?, Rafael Rafailov®, Runjia Li?>, Zhaoyang Wang®, Yiyang Zhou®, Chenhang
Cui®, Yu Wang'', Wenhao Zheng?®, Huichi Zhou'?, Jindong Gu?, Zhaorun Chen'?, Peng Xia®,
Tony Lee®, Thomas Zollo', Vikash Sehwag!®, Jixuan Leng!, Jiuhai Chen’, Yuxin Wen?,
Huan Zhang'®, Zhun Deng!'?, Linjun Zhang!!'7, Pavel Izmailov!’, Pang Wei Koh!!'®, Yulia
Tsvetkovi!'®, Andrew Wilson!’, Jiaheng Zhang!®, James Zou'?, Cihang Xie!!?, Hao Wang!!7,
Philip Torrt?, Julian McAuley*!'!, David Alvarez-Melis!??, Florian Trameért®, Kaidi Xu#?!,
Suman Jana*!'?, Chris Callison-Burch*, Rene Vidal**, Filippos Kokkinos*??, Mohit Bansal#®,
Beidi Chen?!, Huaxiu Yao!™

LCarnegie Mellon University 2University of Oxford 3Stanford University 4University of Pennsylvania
®National University of Singapore SETH Zurich 7University of Maryland 8UNC Chapel Hill *New York
University '°Johns Hopkins University !University of California, San Diego 2Imperial College London
3 University of Chicago '*Columbia University °Princeton University '6University of Montreal & Mila
ITRutgers University 'University of Washington !°University of California, Santa Cruz 2°Harvard
University 2'Drexel University 22University College London

Reviewed on OpenReview: https://openreview.net/forum?id=nLJZh4M6S5

Abstract

Foundation models, including Large Language Models (LLMs), Multimodal Large Language
Models (MLLMs), Image Generative Models (i.e, Text-to-Image Models and Image-Editing
Models), and Video Generative Models, have become essential tools with broad applications
across various domains such as law, medicine, education, finance, and beyond. As these
models see increasing real-world deployment, ensuring their reliability and responsibility has
become critical for academia, industry, and government. This survey addresses the reliable
and responsible development of foundation models. We explore critical issues, including
bias and fairness, security and privacy, uncertainty, explainability, and distribution shift.
Our research also covers model limitations, such as hallucinations, as well as methods like
alignment and Artificial Intelligence-Generated Content (AIGC) detection. For each area,
we review the current state of the field and outline concrete future research directions.
Additionally, we discuss the intersections between these areas, highlighting their connections
and shared challenges. We hope our survey fosters the development of foundation models
that are not only powerful but also ethical, trustworthy, reliable, and socially responsible.
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Figure 1: Overview of reliable and responsible foundation models. This survey comprehensively
summarizes existing work from nine critical dimensions: bias and fairness, alignment, security, privacy,
hallucination, uncertainty, distribution shift, explainability, and Artificial Intelligence-Generated Content
(AIGC) detection. We organize foundation models into four categories, including Large Language Models
(LLMs), Multimodal Large Language Models (MLLMs), Image Generative Models, and Video Generative
Models, to illustrate how each category uniquely interacts with these dimensions. Additionally, we explore
how these dimensions interact and reinforce one another to highlight their synergies and shared challenges.

Recently, the paradigm for building artificial intelligence (AI) systems has undergone a fundamental shift,
shaped by a compelling dual imperative: to develop increasingly powerful and versatile foundation models
and to build inherently reliable and responsible ones. Foundation models are large-scale neural networks [481],
typically pre-trained on massive and diverse datasets. A defining characteristic is their general-purpose
nature: instead of being designed for a single, narrow task, they serve as a “foundation” that can be adapted
to a wide array of downstream applications through methods like in-context learning or fine-tuning [100].

Among these foundation models, four major classes have fundamentally reshaped how we use and interact
with AI, including Large Language Models (LLMs), Multimodal Large Language Models (MLLMs), Image
Generative Models (i.e, Text-to-Image Models and Image-Editing Models), and Video Generative Models.

These models demonstrate a series of powerful capabilities: LLMs can engage in multi-turn conversations and
human-like reasoning processes, MLLMs can generate HTML code from a screenshot of a sketched website,
Image Generative Models can synthesize photorealistic images from complex textual descriptions, and Video
Generative Models can simulate interactive dynamics and commonsense knowledge of the physical world.
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The advent of foundation models can be traced back to the development of large-scale language representa-
tions, which evolved from early word embeddings such as GloVE [700] and word2vec [638], to contextualized
representations like ELMo [702]. This progress paved the way for transformer-based models such as BERT
[Bidirectional Encoder Representations from Transformers; 219], which revolutionized natural language pro-
cessing by providing powerful representations to improve performance on various downstream tasks. Next,
the GPT-series [Generative Pre-trained Transformer; 723, 724, 113] of autoregressive generative models
showed how self-supervised learning via next-token prediction can yield high-quality text generative models.

With the release of ChatGPT [675], the strong capabilities of foundation models further gained mainstream
attention, which exposed the public to an intuitive conversational user interface. Today, autoregressive
generative models have become the established paradigm for Al beyond natural language processing with
multimodal models like GPT-4V/(ision) [676], GPT-40 [677], GPT-4.5 [683], GPT-5 [682], Gemini series [309],
Claude 3 [33], Claude 4 [36], Qwen2.5-VL [18], Qwen2.5-Omni [20], Qwen3-VL, Qwen3-Omni [1019], and
Seed1.5-VL [331]. Concurrently, models such as OpenAl ol [679], OpenAl 03 and o4-mini [681], DeepSeek
R1 [207], Claude 3.7 [35], Gemini-2.5 [312], Grok 3 [996], Grok4 [995], Qwen3 [21], and Seed-1.6 [116] enhance
reasoning capabilities by increasing compute at inference time. Behind these models, the key innovation is
the self-attention mechanism [895], which constructs contextual representations by enabling each token to
weight and aggregate information from other tokens in the input sequence. Compared to earlier recurrent
models [314, 191], its inherent parallelizability served as a crucial catalyst for massive scaling during pre-
training, making it feasible to train exceptionally large models, which led to the era of foundation model [100].

Concurrently, the eld has witnessed rapid advances in generative di usion models, which learn to reverse a
carefully controlled noise injection process to capture the underlying data distribution. This approach has
emerged as a leading paradigm for high- delity content generation, particularly excelling in visual genera-
tion tasks [816, 358]. Among them, Image Generative Models, including Text-to-Image and Image-Editing
models such as DALL E 3 [85], Stable Diusion 3.5 [259], Playground v3 [549], FLUX. 1 Kontext [72],
GPT-Image-1 [674], Gemini 2.5 Flash Image [274], Imagen 4 [66], Qwen-Image and Qwen-Image-Edit [977],
and SeedReam-4 [287] can now generate high-resolution and high-quality images from textual descriptions.
Similarly, recent advancements in Video Generative Models, pioneered by Sora [680] and followed by Hun-
yuanVideo [456], CogVideoX-1.5 [1047], Kling 2.5 [461], Wan2.2 Video [911], Veo 3 [308], Hailuo 02 [643], and
Seedance 1.0 [288] have emphasized adherence to physical laws and commonsense reasoning. These models
focus on generating realistic physical-world scenarios and human-centric content. Collectively, they achieve
remarkable spatial resolution and temporal coherence, enabling the creation of long-form, high-quality videos.

Figure 2: Foundation models are typically trained on diverse modalities and then adapted for downstream
applications. Throughout this pipeline, various reliable and responsible issues emerge at di erent stages.

The powerful capabilities demonstrated by these rapidly evolving models have fueled their swift integration
across the economy [198], with applications ranging from decision-making in business processes to personal
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assistants in everyday life. To quantify this broad usage, for example, ChatGPT reached an estimated 100
million monthly active users in less than three months, while Deepseek-R1 achieved the same milestone in only
one month, making these foundation models the fastest-growing consumer internet application in history [884,
13]. This scale of usage and the resulting socioeconomic impact accentuate the urgent need for these models
to be both reliable and responsible [320]. In the context of this survey, we provide explicit de nitions of
these foundational concepts. We de ne reliability as the model's capacity to perform its intended functions
accurately, consistently, and robustly, especially under challenging conditions like distribution shifts. We

de ne responsibility as the alignment of a model's behavior with ethical principles and societal values,
encompassing crucial aspects such as fairness, privacy, security, and transparency. This survey aims to
synthesize the technical challenges and solutions for building models that satisfy both of these critical criteria.

In addition, this survey provides a comprehensive and uni ed examination of reliable and responsible foun-
dation models. While prior surveys [37, 82, 922] have o ered in-depth analyses of speci ¢ issues like hallu-
cination [762, 383] or safety [1128, 603], our primary contribution lies in presenting a holistic, cross-cutting
analysis (as in Section 12) that connects the nine critical dimensions across four major model classes (see Fig-
ure 1 and Figure 2). This unique perspective reveals crucial inter-connections and trade-o s, o ering insights
that are often overlooked in more specialized reviews yet crucial for advancing reliable and responsible Al.

Furthermore, our scope emphasizes the challenges of ensuring that foundation models operate reliably and
responsibly when used as intended by their developers, focusing on their intrinsic properties rather than
external misuse scenarios. This perspective complements separate bodies of work that address the deliberate
misuse of Al for malicious purposes, such as disinformation, cyberattacks, and other adversarial activities.

We preview each section of the paper below:

We begin with an examination of bias and fairness in foundation models, where we detail how biases
arise, review methods for their evaluation and mitigation, and discuss the associated challenges.

Next, we explore the concept of alignment: why do we align foundation models with human values
and how do we mitigate misalignment?

We conceptualize security for foundation models: what threats do they pose, and what measures
can enable safer deployment?

In tandem with security, we consider the data privacy challenge: how can we respect individual
privacy rights when collecting large-scale data?

Our exploration continues with a look at the phenomenon of hallucination in foundation models,
where the model generates or responds to questions incorrectly, stating incorrect facts with high
con dence.

We then examine the critical need for models to express uncertainty to prevent misleading results.
We cover various sources as well as methods for the quanti cation and mitigation of uncertainty.

Next, we discuss the challenge of distribution shifts in foundation models: how to ensure models
perform robustly on domain-speci ¢ tasks and out-of-distribution scenarios?

We review explainability to understand how foundation models work internally. We investigate
methods for explaining LLMs with raw features, uncovering the knowledge in LLMs, and examining
the roles of samples in training, ne-tuning, and few-shot learning.

We conclude by discussing Al-generated content (AIGC) detection, where we frame the inherent
challenges in di erentiating human and Al-generated content, the state-of-the-art detection methods,
and the underlying assumption for di erent detection methods.

This survey provides a comprehensive review of the current state of development of reliable and responsible
foundation models'. It o ers valuable insights for researchers, practitioners, and policymakers who aim to
design, deploy, and regulate Al systems in a responsible and reliable way across diverse real-world settings.

1We cover literature that was publicly available up to May 2025.
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2 Types of Foundation Models

As discussed in the prior chapter, foundation models are designed to serve as versatile backbones for applica-
tions in various domains, o ering world knowledge that can be adapted to a wide range of downstream tasks.
In this survey, we rst de ne a set of core modalities M = fT ;I ;V;Ag, representing Text, Image, Video,
and Audio, respectively. We then focus on four popular classes of foundation models: Text-to-Text (i.e.,
LLMs), Multimodal-to-Text (i.e., MLLMs), Multimodal-to-Image (i.e., image generative models, including
text-to-image and image-editing models), and Multimodal-to-Video (i.e., video generative models) systems.

LLMs are foundation models speci cally designed to understand, generate, and manipulate human language.
They encompass a range of architectures, including encoder-only models (e.g., BERT) for understanding
tasks like text classi cation, decoder-only models (e.g., GPT) for generative tasks like content creation, and
encoder-decoder models (e.g., T5) for sequence-to-sequence tasks. Frequent applications include summa-
rization, translation, sentiment analysis, and dialogue systems. In notation, we can represent the general
function of an LLM by f:

f:X1Y ; whereX;Y 2fTg Q)

where T is the space of text sequences. The functiori is parameterized by weights and is predomi-
nantly implemented using Transformer architectures [895], though emerging architectures like State-Space
Models [319] are also gaining traction.

MLLMs, in our review context, are large-scale deep neural networks that process multiple modalities of data
to generate text outputs. A general and prevalent design recipe for MLLMs is to adopt architectures that

integrate multimodal features in a shared latent space, as exempli ed by seminal works like CLIP [725] and
models like LLaVA [556]. Applications of MLLMs are vast, including robotics, healthcare, and augmented

reality. The mathematical expression of a general MLLM can be viewed as a mapping functiow:

g: X1 X, 'T ; whereX; 2fT ;I;V;Ag 2)

where X; represent di erent modalities. Notably, a prominent class of contemporary multimodal models
focuses on processing text and images to generate text. This will be the primary focus of our work when
referencing MLLMSs, corresponding to the specic mappingg: 1 T !T

We further denote image generative models as foundation models that generate images based on textual
inputs. Applications of these models extend beyond art to product design and education. In notation, we
represent a image generative models model by:

h:X; X » 'Y ; whereX; 2fT ;I;V;Ag andY 2flg 3

whereT is the space of input text andl is the space of output images.h is parameterized by weights and is
often implemented with generative modeling approaches such as di usion models [816, 358, 823], generative
adversarial networks (GANSs) [306], and autoregressive Transformers [737]. These models typically feature a
hybrid architecture, combining, for instance, a Transformer-based text encoder to interpret the input prompt
with a U-Net-based di usion model to generate the image. In this work, we focus primarily on di usion
models, as they have emerged as the dominant architecture in T2l models.

Finally, we focus on video generative models that generate videos based on multimodal inputs. Applications
include realistic physical-world simulations or high-quality human-centric interactions. We represent a video
generative model byv:

v:Xy X2 'Y ; whereX; 21T ;I;V;Ag andY 2fVg 4)

where X; represents dierent input modalities and V is the space of output videos. The functionv is
parameterized by weights! and often implements architectures that extend di usion models to handle
temporal relations for coherent video generation.
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3 Bias and Fairness

Foundation models are often pre-trained on large-scale data. Consequently, these models inherently acquire
biases from their training data, which can propagate to various downstream applications [320, 97, 530].
In practice, the nature and impact of biases present in training data, foundation models, and downstream
applications are poorly understood [279]. Therefore, more work is needed to measure and mitigate bias in
foundation models to advance fairness and equity in Al systems [100].

This section explores bias and fairness in foundation models, organized as follows: We begin by establishing
basic de nitions to formalize bias and fairness, highlight potential consequences, and outline the essential
criteria that require fairness for LLMs (Section 3.1). Next, we review methods for bias measurement (Section
3.2) and bias mitigation (Section 3.3) as shown in Figure 5. Finally, we discuss bias and fairness in multimodal
contexts, focusing on MLLMs and image generative models, respectively (Sections 3.4 and 3.5). We provide
the detailed visualization of the categorization of these concepts and methods in Figure 3.
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3.1 De nitions

Table 1: Categories of Social Biases in LLMs. We provide de nitions and an example for each type of bias.

The framework builds upon Gallegos et al. [280] with additional re nements.

Bias Type

De nition

Example

Pejorative Language

The use of slurs, insults, or other derogatory
language that targets and denigrates a social
group.

Using the word bitch conveys contempt
and stereotypes hostile attitudes towards
women [86].

Linguistic Diversity

A preference for standard language forms in
LLM training may sideline dialects, indirectly
devaluing the linguistic patterns of marginal-
ized groups in society.

The misclassi cation of African American
English (AAE) expressions like nna as
non-English more often than Standard Amer-
ican English (SAE) equivalents [96].

Normativity

Reinforcement of the normativity of the dom-
inant social group while implicitly excluding
other groups.

Referring to women doctors as if doctor itself
entails not-woman [81].

Misrepresentation

It happens when generalizing from an incom-
plete or non-representative sample population
to a social group, leading to misrepresenta-
tions.

An inappropriate response like I'm sorry
to hear that. to I'm a mustachioed
guy., re ecting a misunderstanding of mus-
tache [813].

Stereotype

Negative and immutable abstractions about
a labeled social group.

Linking Muslim to terrorist fuels negative
and violent stereotypes [5].

Hate Speech

O ensive language that attacks, threatens, or
incites hate or violence against a social group.

Stating Asian people are gross and uni-
versally terrible is disrespectful and hate-
ful [228].

Explicit Discrimination

The direct and clear di erential treatment of
individuals or groups based on their member-
ship in a social group, such as race, gender,
age, ethnicity, religion, or sexual orientation.

A recruitment policy that states or implies
a preference for candidates of a certain race
over others, or a club that refuses membership
based on gender [270].

Implicit Discrimination

Individuals are treated dierently based on
unconscious or subtle prejudices and stereo-
types rather than explicit intentions to dis-
criminate.

A health assessment tool used by insurance
companies assigns higher risk scores to pa-
tients from certain ethnic backgrounds [270].

Given language technologies' broad impact, the study of bi-
ases has become increasingly central to Natural Language Pro-
cessing (NLP) in recent years. Language intimately intercon-
nects with aspects of human identity, social relationships, and
power dynamics. Biases, particularly social biases, pertain to
the segmentation and distinctiveness of various social groups,
imparting both generic and pejorative connotations, and corre-
late speci c demographics with stereotypical, uncharacteristic,
or overly generalized traits [279, 97, 1023]. Prior work [69, 81,
966, 846, 626] understand the concepts of bias and fairness in

terms of these social groups and addresses a variety of social do-

mains and downstream tasks [1078, 988, 906, 751, 107]. While
several surveys provide in-depth analyses of bias and fairness i”Figure 4: An example of gender bias in
language models, this section situates these challenges within; |\ responses.
the broader context of foundation model reliability, connecting

them to issues of security and content detection.

Bias. Biases in LLMs refer to systematic deviations in the model's responses, representations, and reasoning
paths that re ect disparities, stereotypes, or inaccuracies in the training data These biases can misalign with

11



Published in Transactions on Machine Learning Research (10/2025)

or overinterpret the reference social and cultural norms implied by human prompts. Typically, such biases
arise from the unbalanced or biased data distribution in domains (i.e., areas of knowledge) and genres (i.e.,
types of text, such as news, ction, dialogue, etc.) representing di erent groups. For instance, the male-
female distribution of Wikipedia articles about US Presidents would lead to biases on the role of di erent
genders in politics. Figure 4 illustrates a similar example of language bias related to leadership in LLM-
generated contents.

Following Gallegos et al. [279], we provide a detailed summary and categorization of biases in LLMs, including
de nitions and examples, as shown in Table 1. These biases may manifest in distinct ways based on the
speci ¢ context and downstream tasks. Recognizing and addressing these biases is crucial for developing
fair and equitable NLP technologies. To better understand the unique forms in which bias can manifest in
LLMs, we have listed some examples drawn from various NLP tasks below:

Text Generation.  We might encounter local biases, such as di erent job choices when generating
phrases like The man worked as a car salesman. versus The woman worked as a nurse. Addi-
tionally, we may face global biases, such as the overall depiction of certain cultural backgrounds like
East Asians like to eat rice [795, 1048, 898].

Machine Translation. Translation tools may show a tendency towards gender-speci ¢ expressions
when translating job-related phrases [625]. For example, translating the engineer solved the prob-
lem into German might default to der Ingenieur (the masculine form), given that in an existing
English-German corpus, der Ingenieur was found to be 75 times more prevalent than its feminine
counterpart die Ingenieurin [866].

Information Retrieval. Searches like successful leaders may be biased towards returning doc-
uments about male leaders, overlooking female ones, or exhibit a bias towards certain cultural
interpretations retrieving information about cultural holidays [745].

Question Answering.  When faced with speci ¢ questions, answers can be in uenced by gender or
occupational stereotypes. For example, assume the primary caregiver in a household is the mother
or a woman, or defaulting to a man as a company's CEO [222, 694].

Natural Language Inference. When given a premise like the doctor is seeing a patient, the
model might incorrectly infer the doctor's gender or make assumptions about the age or gender of
participants in sports activities based on stereotypes [218].

Text Classi cation. Models might wrongly categorize statements that use regional dialects or
slang as aggressive or inappropriate. They may also exhibit bias when classifying posts discussing
sensitive topics [450, 1050], failing to consider the actual content of the text.

Fairness. Due to the biases discussed above, LLMs may exhibit disparities in task-speci ¢ performance
across di erent social groups. Consequently, it is essential to ensure that these models' behavior, outputs,
and decisions are fair and unbiased, re ecting and respecting the diversity and complexity inherent in society.

Considering the data distributions across social groups di er in a complex way, we use performance disparities
to measure it. Following Section 2, an LLM can be denoted as a functiori: X !' Y , which maps a context
or prompt X to a target responseY . Additionally, a measurement function S: Y ! s maps a response¥ to

a scalar scores 2 R. The modelf is considered fair for groupsA and B in terms of the measurements if
the following condition holds:

Ex. (S(f (Xa; ))) = Exs (S(f(XB: ))): ®)

where X 5 represents the prompt or context information related to a particular group A, with di erent groups
possibly encompassing attributes such as race, gender, etc. When it fails to satisfy Equation 5, it is said
that the model M exhibits bias towards a particular group. It is noteworthy that this is just one possible
de nition, while other de nitions and metrics can also be reasonable [280, 336].

With the increasing deployment of LLMs in the business domain, such as customer service and decision
support systems, ensuring these LLMs are fair and unbiased has become paramount. Similarly, given these
models' role as part of social services, the requirements for fairness and non-toxicity are crucial to avoid

potential social biases and adverse impacts. In the study conducted by Gallegos et al. [279], a comprehensive
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set of principles was discussed, including Fairness through Unawareness, Invariance, Equal Social Group
Associations, Equal Neutral Associations, and Replicated Distributions. These principles not only guide
NLP tasks but also lay the foundation for fairness and non-toxicity in the practical deployment of LLMs.
Such e orts aim to develop consensus-building approaches across diverse stakeholder groups, ensuring that
LLM applications don't disproportionately impact speci c communities, thereby supporting the sustainable
development of equitable social services.

3.2 Methods for Bias Evaluation

In this section, we summarize three popular approaches for evaluating bias in LLMs:

Methods based on Generated Text. These evaluation methods are primarily based on assessing the text
generated by LLMs in response to speci ¢c prompts, often using specialized benchmarks. Typical benchmarks
include Dhamala et al. [222] and Gehman et al. [293]. They utilize guiding prompts to induce biased outputs
from the model to evaluate the inherent biases of LLMs. Therefore, models with more severe biases are more
prone to exhibiting tendencies toward certain groups. After obtaining the model's textual responses to the
designed prompts, three metrics are generally used to assess the biases in the responses.

Figure 5: An overview of strategies for evaluating and mitigating bias in LLMs, covering evaluation via feature
embedding, generated text, and token selection probability and mitigation during training or inference.

(1) Distribution metrics : One of the simplest metrics in this category is Social Group Substitutions (SGS),
which evaluates whether a model's responses exhibit an identical token distribution when provided with
context input X biased towards di erent groups A and B. For context inputs X o representing commonsense
scenarios andX g denoting counterfactual scenarios, it mandates:

SGYf(X; )= (F(Xas )if(Xe; ) (6)
wheref (X ; ) represents the response generated by a LLM denoted &s with input X and model parameter
,and symbolizes an invariance metric such as exact match [733].

There are also metrics based on the frequency of speci c words appearing in response compared to their
average distribution, such as the bias metric based on word co-occurrence scores [102]:

P (XijXa)

bias(x;) = log P(xiixs)"

@)

where X; belongs to a word in the responseX = ( Xz;:::;Xm), and Xa and xg can represent keywords biased
towards two di erent groups, such as men and women.

Similarly, Demographic Representation (DR), as discussed in Bommasani & Liang [99], Liang et al. [532],
compares the frequency of speci ¢ demographic-related word mentions with the original data distribution.
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Here, C(X;; Vi) represents the count of occurrences of the worg; in the sequencey;, wherey; 2 Y is a specic
model generation from the set of model generations for a scenario. For each grojip2 G is associated with
a setW, of words that represent the group, the count DR(j) is calculated as follows:

_ X X
DR(j) = C(xi;yi): (8
Xi2Wj yi2Y

To evaluate against a baseline probability distribution, such as a uniform distribution, the count vector
DR =[DR(1);:::;; DR(m)] is normalized to a probability distribution. We then employ metrics such as total
variation distance, KL divergence, Wasserstein distance, or other appropriate indicators for this evaluation.

(2) Classi cation metrics : Classi er-based metrics utilize expert models or specialized APIs to assess bias
in generated texts. This approach involves comparing texts generated from similar prompts, especially
when it comes to classifying outcomes related to di erent social groups, to detect potential biases. In the
eld of toxicity detection, Perspective APl is a commonly used tool to evaluate toxicity probabilities in
LLM-generated texts [532, 183, 190]. This probability can be quanti ed by generating texts multiple times
and calculating the expected maximum toxicity to assess the toxicity performance of LLMs. Other metrics
include Toxicity Probability ( TP), measuring the empirical probability of generating text with a toxicity
score 0.5 at least once in multiple generations, and Toxicity Fraction (TF), indicating the proportion of
toxic generations [532].

Classi cation-based evaluation methods are not limited to the domain of text toxicity. For instance, Sheng

et al. [795] assess the attitudes and perceptions of social groups in model responses, employing metrics akin
to sentiment and respect scores. Their approach involved manually constructing prompt templates for LLMs
(e.g., This woman works as ), generating a human-annotated dataset. This dataset subsequently served as
the training set for a regard classi er, enabling the classi cation of response preferences in other LLMs.

Similarly, Smith et al. [813] use a style classi er to compute the style vector for each generated response
f (Xi; ), whereX; is a prompt related to a groupi 2 G. Bias is measured by calculating the variance across
the sets of all generated sentences from each group (i.¥; for group i):
|
x 1 '
Gen_Bias(f (X; )) = Varizg — (XNl (©)]
j=1 il y 2,

where c represents the style classi er, and each element is the probability of a sentence belonging to one of

(3) Word-level metrics: This evaluation approach is similar to ne-grained distribution metrics, which is
relatively straightforward. Basically, it involves word-level metrics that analyze the generated output, where
each word is either compared to a prede ned list of harmful words or assigned a precomputed bias score [671,
71, 222].

In general, evaluation methods based on generated text are generally applicable to most LLMs, especially
specialized black-box models such as ChatGPT and Bard. More recently, Bouchard et al. [106] released
LangFair, a Python toolkit that makes the evaluation of bias and fairness easier for LLM practitioners and
developers.

Methods based on Feature Embedding. In addition to assessing models through corresponding text,
another common approach involves evaluating model bias based on feature embedding. Speci cally, this
typically entails measuring the distances in vector space between neutral words (such as professions) and
identity-related words (such as gender pronouns) based on the embedding of output texts. Using these
distance-related metrics, we can roughly assess the bias between the model's textual responses and the
standard reference group.

A more detailed evaluation metric relies on word embeddings, speci cally, the Word Embedding Association
Test (WEAT) introduced by Caliskan et al. [117], which is comparable to similar approaches used for
contextualized sentence embeddings. WEAT evaluates associations between concepts related to social groups,
such as masculine and feminine words, and neutral attributes such as family and occupation words, resembling
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the Implicit Association Test (IAT) [316]. Another set of evaluation metrics, focusing on sentence-level
embeddings, incorporates more contextual information. An example of this is SEAT [620], an improvement
upon WEAT. SEAT generates embeddings for semantically bleached template-based sentences that integrate
social group and neutral attribute words, and extends the evaluation to specic bias dimensions using
unbleached templates, o ering a contextualized approach for assessing bias in sentence embeddings.

Methods based on Token Selection Probability. Furthermore, we discuss bias and fairness metrics that
leverage the token selection probability from LLMs. This probability can be obtained by masking a word
in a sentence and prompting a masked language model to predict the missing token. For example, Webster
et al. [954] utilize speci c prompt templates (e.g., [MASK] is [MASK] and [MASK] likes [MASK]). In
these templates, the rst [MASK] is automatically lled with words biased toward a particular group (such

as gendered terms), and the second [MASK] is replaced with candidate predictions from LLMs. The score is
calculated by averaging the count of divergent predictions between social groups across all speci ¢ prompt
templates. Kurita et al. [472] employ a similar template-based approach to assess bias in neutral attribute
words (e.g., occupations). However, Webster et al. [954] normalize a token's predicted probability (based on
the template prompt [MASK] is an [ITEM FROM GROUP i] ) with the model's prior probability (based on

the template [MASK] is a [MASK] ). This normalization corrects for the model's prior inclination toward

one social group over another, focusing solely on bias attributable to the [[TEM FROM GROUP i] token.

Another category of probability-based methods is pseudo-log likelihood (PLL). Various techniques [912, 763]
utilize PLL to score the probability of generating individual words in a given sentence. For a response
denoted asX = (Xz;:;Xm), the expression of PLL is presented as follows:

X
PLL(X) = log P (XijXmask fx;g): (10)
Xi2 X

Nangia et al. [666] utilize the CrowS-Pairs dataset, which involves pairs of sentences where one is stereotyp-
ical and the other is less stereotypical. PLL is employed to evaluate the model's preference for stereotypical
sentences. For sentence pairs, the metric approximates the probability of shared, unmodi ed tokens con-
ditioned on modi ed, typically protected attribute tokens M. The Context Association Test (CAT) [662],
introduced alongside the StereoSet dataset, assesses sentence bias by pairing each sentence with stereotype,
anti-stereotype, and meaningless options. Unlike pseudo-log-likelihood, CAT considers conditional probabil-
ity. The Idealized CAT (iCAT) Score [662] is calculated from these options, and an idealized language model
has specic scoring criteria. All Unmasked Likelihood (AUL) [424] extends CrowS-Pair Score and CAT,
considering multiple correct candidate predictions and avoiding selection biases in word masking. Language
Model Bias (LMB) [67] compares mean perplexity between biased and counterfactual statements using the
t-value of Student's two-tailed test.

3.3 Methods for Bias Mitigation

The current popular methods for mitigating biases in LLMs' response texts can be broadly categorized into
two types: those based on the training process and those involving post-processing techniques. Next, we
provide a detailed breakdown and explanation of these two types. Specic categories will be examined in
greater depth in the subsequent chapters.

Methods based on the Training Process. This type can be divided into two classes: methods based on
training data augmentation and alignment with instruction tuning.

(1) Training data augmentation: For LLMs, biases frequently originate from imbalanced data distribution
and poor data quality [279]. One of the most direct and e ective solutions is improving the quality, di-
versity, and balance of training data. Data augmentation techniques aim to mitigate biases by introducing
additional instances into the training data, thereby increasing the data points related to underrepresented
or misrepresented social groups. Data balancing approaches aim to achieve equitable distribution across
various social groups. One primary technique for this purpose is Counterfactual Data Augmentation (CDA)
[588, 715, 954], which involves replacing protected attribute words, such as gendered pronouns, to create a
balanced dataset.
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Inspired by the mixup technique [1108], interpolation approaches blend counterfactually augmented training
instances with their original counterparts and labels, thereby achieving a more balanced distribution of
the training data [1050, 1049, 1039]. In Ahn et al. [11], the mixup framework is harnessed to align the
output logits of a pre-trained model between two opposing words within a gendered pair. In Mix-Debias,
Yu et al. [1074] apply mixups across various corpora, aiming to alleviate gender stereotypes by leveraging
an augmented training set.

Wang et al. [941] introduce an automated iterative framework that prompts LLMs in conjunction with a
Itering criterion. Through a self-instructive process, this framework reconstructs a more diverse dataset
from initial seed data tailored for LLMs' instruct tuning. The prompts for this dataset are generated
automatically by LLMs and undergo various metric-based lItering to ensure diversity in the dataset.

In addition, there are numerous data ltering methods [291, 101, 857] that aim to enhance the balance of
data distribution by either removing low-quality data or selectively retaining a diverse and underrepresented
set of data.

(2) Better alignment with instruction tuning : With a vast amount of data, LLMs typically undergo pre-
training and instruction tuning. In the pre-training phase, LLMs internalize knowledge from the training
data into trainable parameters. Instruction tuning, on the other hand, teaches the model to understand
human instructions. However, it is essential to recognize that biases in the training data and the training
process are not inherently designed to understand or prioritize human values. This limitation leads to biases
and potentially toxic responses from LLMs when faced with complex and divergent human preferences. They
often arise naturally from the data or model training procedures, or from human design decisions that re ect
their own values and preferences. To address this challenge, we provide a detailed overview of some current
alignment techniques and training algorithms to harmonize LLMs with human preferences in Section 4.

Methods based on Post-processing Techniques. Another approach is based on post-processing tech-
nigues. Post-processing, in the context of LLMs, generally refers to the practice of invoking external knowl-
edge bases or employing word-based detection techniques to identify biased statements during inference.
Subsequently, the identi ed biases are corrected in the generated text. In Kang et al. [425], techniques
such as retrieval are employed within LLMs to match responses during each phase of the Chain of Thought
(CoT) generation [963]. This involves retrieving and correcting biased or toxic text at every stage of the
LLM's responses, thereby ensuring that LLMs produce accurate and unbiased text responses throughout the
CoT process. Andriopoulos & Pouwelse [29] also mention various methods that enhance LLMs by invoking
Wikipedia and various external knowledge bases for retrieval. The objective of these approaches is to boost
the reliability of LLM outputs and reduce biases in generated text. Additionally, word-level detection is
employed in Chen et al. [163] to identify instances in LLM responses involving counterfactual information or
not aligning with the context. Subsequently, a post-processing approach is applied to correct and enhance
LLM's reliability by removing such inaccuracies from the generated text. On the other hand, Li et al. [500]
synthesize cultural-speci ¢ instruction data to incorporate cultural di erences into LLMs. Raza et al. [743]
further propose MBIAS, a LLM framework instruction ne-tuned on a custom dataset designed explicitly for
safety interventions. Moreover, Wang & Demberg [940] introduces a multi-objective probability alignment
approach to overcome current challenges by incorporating multiple debiasing losses to locate and penalize
bias in di erent forms, which is more e ective in removing stereotypical bias of LLMs while retaining their
general performance.

Overall, the methods based on post-processing techniques can e ectively and accurately handle certain
biased information. However, they also have certain drawbacks. For instance, when relevant information is
not present in external knowledge bases, biases in LLMs' responses might remain uncorrected. Additionally,
post-processing may introduce erroneous information from external knowledge bases. Moreover, approaches
relying on post-processing techniques often lead to a signi cant increase in latency.

3.4 Bias and Fairness in MLLMs

Compared to LLMs, the emphasis on fairness in MLLMs is more direct toward ensuring that the responses
align faithfully with the inputs in di erent modalities, such as images or audio in context. The responses
must align consistently with the visual content, ensuring they are free from any biased text that contradicts
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the context. Currently, most research exploring bias and fairness in MLLMs is focused on the phenomenon of
image hallucination. This term describes scenarios in which the model, when describing images or answering
guestions based on visual information, generates responses containing entities, quantities, or logical informa-
tion that does not exist in the given image [1163, 924, 923, 520, 552, 554, 1169]. In Section 7, we conducted
a detailed analysis of recent advances in understanding and addressing hallucinations within MLLMs.

Apart from hallucinations, there is a notable lack of in-depth exploration into the bias and fairness of
MLLMs. Similar to LLMs, MLLMs may exhibit signi cant biases due to the training paradigm and dataset
distribution. The scarcity of image-text data for speci ¢ groups, coupled with the presence of biased infor-
mation in the dataset, may lead MLLMs to acquire stereotypical impressions of certain groups. Additionally,
imbalanced dataset distribution might cause MLLMs to showcase biases in responses to speci ¢ image-text
pairs. Earlier e orts on generating counterfactual images towards semantic textual concepts have shown that
machine learning models will encode biases related to certain attributes if the training data is imbalanced
[594, 709, 997]. To further mitigate biases during inference, BEND-VLM [297] tailors the debiasing opera-
tion for MLLM embedding to each unique input at the test time, thereby avoiding catastrophic forgetting
in ne-tuning. However, biases remain largely unexplored in MLLMs, and addressing fairness and bias in
MLLMs is crucial for building foundation models that are bene cial and equitable for humanity.

3.5 Bias and Fairness in Image Generative Models

The rise of image generative models sparks
discussions on systematic social bias and
fairness issues in generated content, as indi-
cated by several studies [1127, 761, 180, 89,
591, 502]. Text-guided di usion models, in
particular, have been found to exhibit bi-
ases related to professions, ethnicities, and
social classes. The generated contents di-
verge from the distributions in the real
world and even amplify the biases in real
societies [1127, 89]. For instance, a study
conducted by Luccioni et al. [591] highlights
that image generative di usion models con-
sistently underrepresent marginalized iden-
tities in the generated images. Some exam-
ples of gender biases in image generative
models are presented in Figure 6.

To overcome the systematic bias and fair-

ness issues, many methods [275, 437, 188gjgyre 6: Examples of gender biases in T2l models: DALL E

502] focus on mitigating biases in image ghows a spurious correlation between gender and profession.
generative models through prompting tech-

niques. Fair Diusion [275] randomly in-

jects additional subject pronouns in the prompts to achieve a more balanced gender distribution in the
generated images. Other work [437] optimizes the soft token in the prompts to induce a more balanced
gender distribution. Furthermore, Chuang et al. [188] work directly in the text embedding space to obtain a
more balanced gender distribution in vision-language models. A recent study [502] addresses these problems
by nding the bias-related concept in an interpretable latent space and manipulating the generation process
with the concepts found. These prompt-based regulations are by far the most widely adopted strategy to
reduce biases in the generated content. However, it has been noted that keyword-based approaches could
disproportionately a ect marginalized groups, implying that their use at the prompt level could yield similar
outcomes [232].

Another direction of research involves addressing biases through sampling methods. For example, the D2C
method [810] generates unconditional di usion via few-shot conditional di usion to balance the numbers in
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